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Figure 1: Sim-and-Human Co-training. (a) Simulation data offers transferable actions but suf-
fers from the Sim2Real gap; (b) Human data provides realistic observations but is limited by the
Human2Robot gap. (¢) Our SimHum framework extracts kinematic priors from simulation and vi-
sual priors from human observations, with each prior compensating for the other source’s gap. (d)
SimHum achieves strong OOD generalization and data efficiency on bimanual manipulation.

Abstract: Real-robot demonstrations are prohibitively expensive, while simula-
tion data and real-world human demonstrations are both scalable but each leaves
a distinct gap—simulation suffers from a sim-to-real visual gap, and human data
suffers from a human-to-robot embodiment gap. In this work, we identify a nat-
ural yet underexplored complementarity between these sources: simulation con-
tributes robot-valid actions absent in human data, while human data provides real-
world observations that simulation struggles to render. Building on this insight,
we present SimHum, a co-training recipe that extracts kinematic priors from sim-
ulation and visual priors from human observations, then fine-tunes on a small
real-robot dataset. SimHum exhibits strong scene-generalizable and data-efficient
capabilities. With only 80 real-robot episodes per task, it achieves 62.5% suc-
cess on held-out OOD scenes across four bimanual tabletop tasks, 53.7% higher
than Real only in absolute success rate. Moreover, in a controlled data-collection
study with matched collection time, SimHum improves over the best single-source
pre-training baseline by 35.0% in absolute success rate. More information at our
project page'.
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1 Introduction

A long-standing challenge in robot learning is enabling policies to generalize across complex manip-
ulation tasks in the unconstrained real world. Recent advances in robotic foundation models [1-9]
suggest that large-scale pre-training is a promising path forward, but diverse robot data in the phys-
ical world is labor-intensive and prohibitively expensive to collect [10—13].

Recent work has explored simulation data and human demonstrations as two scalable data sources
that reduce reliance on real-robot data collection. Simulation can generate robot data with minimal
human effort [14-20], but learned policies must still overcome the sim-to-real gap [21-26]; human
demonstrations can be collected with ubiquitous consumer devices [27-29], but transferring them to
robots remains challenging due to the human-to-robot kinematic gap. Prior works typically address
these gaps through explicit alignment [27-34] or unified co-training [27-29, 35-38, 26]. Since both
sources can be collected at scale without operating a real robot and are highly complementary—
simulation provides robot-valid actions absent in human data (Figure 1a), while human data offers
real-world observations that are difficult to synthesize in simulation (Figure 1b)—we pursue a dif-
ferent practical angle and ask: Can we co-train on simulation and human data to reduce the amount
of real-robot data needed for bimanual manipulation?

In this paper, we introduce a Sim-and-Human Co-training (SimHum) approach that jointly lever-
ages simulation data (for robot-valid actions) and human demonstrations (for real-world observa-
tions). As shown in Figure 1(c), SimHum combines kinematic priors learned from simulation with
visual priors learned from human data through joint pre-training, then fine-tunes on a small real-
robot dataset, yielding a bimanual manipulation policy that generalizes to novel scenes. To this end,
we first design a tailored data collection pipeline that establishes protocol-level kinematic alignment
for simulation data and visual alignment for human data. We then jointly pre-train a modular diffu-
sion policy on the two data sources, and restructure the pre-trained policy by selectively retaining the
modules useful for real-robot fine-tuning while discarding components redundant for deployment.

We empirically evaluate SimHum on real-world bimanual manipulation (Section 4.1). With only
80 real-robot episodes per task, SimHum achieves 62.5% success on held-out OOD scenes across
four bimanual tabletop tasks, compared with 8.8% when training on the same real data alone (Fig-
ure 1d1). In a controlled data-collection study with matched collection time, reallocating half of the
real-robot time to human data collection, with simulation generated in parallel, improves over the
best single-source baseline by 35.0% in absolute success rate (Figure 1d2), suggesting that SimHum
can further reduce the amount of real-robot data needed for bimanual manipulation beyond single-
source pre-training. Our main contributions can be summarized as follows:

* We present SimHum, a co-training framework that combines simulation data and human demon-
strations to reduce the amount of real-robot data needed for bimanual manipulation.

* SimHum combines a data pipeline that aligns simulation kinematics and human visual observa-
tions with the target real-robot setup, and a modular diffusion policy that retains source-specific
modules during real-robot fine-tuning.

* Across four real-world bimanual manipulation tasks, SimHum improves performance in both in-
distribution and held-out OOD settings under limited real-robot data, and we further provide a
decoupling analysis that characterizes the distinct contributions of simulation and human data to
policy generalization.

2 Related Works

2.1 Imitation Learning for Robot Manipulation

Imitation Learning (IL), particularly in the form of Behavior Cloning (BC), has emerged as a dom-
inant paradigm for acquiring robust visuomotor policies directly from expert demonstrations [39—
49]. By mapping sensory observations to control actions, IL circumvents the complexities of manual



controller design and reward engineering required by reinforcement learning. Recent advancements
have demonstrated the remarkable scalability of this paradigm, driven largely by the evolution of
policy architectures [1-9] and data collection systems [S0-61]. However, the prohibitive cost of ac-
quiring large-scale real-world data remains a fundamental bottleneck that limits the generalization
of imitation learning policies. Foundation-scale efforts such as OpenVLA [6] and 7 [8] address
this bottleneck by scaling model capacity and pre-training on multi-embodiment real-robot data.
Our work takes an orthogonal direction: rather than scaling real-robot pre-training, we study how
two complementary scalable alternatives—simulation and human demonstrations—can be jointly
exploited before fine-tuning on limited real-robot data.

2.2 Learning from Scalable Heterogeneous Sources

Leveraging scalable data sources, particularly simulation [14-20, 62—-67] and human demonstra-
tions [68—79], has become a standard practice to mitigate the scarcity of real-robot data. To harness
these heterogeneous sources, prior works generally follow two primary paradigms: explicit domain
alignment and unified policy co-training.

Explicit Domain Alignment. To align heterogeneous data for robot execution, many works focus
on explicitly bridging distribution shifts. Methods in this category typically achieve alignment either
through specific training objectives, such as Optimal Transport [26, 30] or MixUp interpolation [31],
or by preprocessing data via retargeting [27, 32] and visual editing [29, 33, 34]. These methods are
effective but often add extra assumptions, task-specific preprocessing, or auxiliary objectives.

Co-training for Unified Representation. In contrast to explicit alignment, a growing body of lit-
erature employs unified architectures to directly co-train on heterogeneous data, aiming to learn
an embodiment-agnostic representation [26-29, 35-38]. By circumventing complex alignment de-
signs, these methods effectively scale up policy learning with massive mixed datasets. These meth-
ods typically pair one scalable source with real-robot data—co-training simulation with real data to
bridge the sim-to-real gap, or human data with real data to bridge the embodiment gap. SimHum
instead co-trains simulation and human data directly with each other, leveraging their intrinsic com-
plementarity before real-robot adaptation without explicit retargeting, visual editing, or auxiliary
domain-alignment losses.

3 Method

In this section, we describe SimHum, including its aligned data collection pipeline, joint pre-
training on simulation and human data, and policy restructuring for real-robot fine-tuning.

3.1 Problem Formulation

We formulate robotic manipulation as a conditional sequence generation problem. Let D,qq =
{(o, st,as.¢1 1)} be a real-world robot dataset, comprising visual observations o; € Rime* Wingx3
proprioceptive states s; € R%, and the ground-truth action sequence a;.; iy € R”*% Our goal
is to learn a policy 7y that approximates the expert distribution within D,..,;. Since learning robust
policies is inherently data-hungry, relying solely on costly real-world data is impractical. Con-
sequently, recent works have leveraged scalable simulation and human data, despite their distinct
distributional shifts:

Simulation Data (D;;,,). Simulation shares the robot action parameterization and nominal kine-
matic model with the real world (Ag;, = Ayeqr). However, due to rendering artifacts and sim-
plification, the visual observation distribution suffers from a significant sim-to-real visual gap, i.e.,
Pyim (04]8§™) # Prear(0¢]s§™") given the environment state s§™*. This misalignment renders visual
features learned purely from simulation unreliable for real-world deployment.

Human Data (Dy,,,.,,). Conversely, human data provides real-world visual observations whose scene
statistics (lighting, textures, clutter, background) are closer to those of the real world than synthetic
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Figure 2: Model Overview. Our approach consists of two main stages: (1) Sim-and-Human Pre-
training that routes simulation and human data through source-specific encoders/decoders so that
complementary visual and kinematic priors are absorbed into the shared backbone, and (2) Real-
robot fine-tuning that couples the Real-world Adaptor with the Robot Action Encoder/Decoder to
enable data-efficient real-robot manipulation after limited fine-tuning.

rendering. However, the difference in morphology introduces a fundamental human-to-robot embod-
iment gap, Apum 7# Areal, SO that human actions cannot be directly executed by the robot without
explicit retargeting or adaptation. In our pipeline, Ay, is a 44-dimensional vector covering both
hands’ wrist poses and fingertip coordinates (see Appendix C.3 for the exact representation); rather
than performing explicit retargeting, we bridge the embodiment gap implicitly via modular encoders
and decoders introduced in Section 3.3.

Objective. Instead of explicitly aligning these distributions, our objective is to learn a unified pol-
icy capable of extracting complementary priors from both sources—specifically, kinematic control
priors from Dy;,, and visual semantic priors from Dy, ,,,—thereby generalizing to the target domain
D,eq; Without requiring extensive real-world data.

3.2 Data Collection Pipeline

To reduce avoidable kinematic and visual mismatch between our heterogeneous data sources and
the real robot, we implement a protocol that aligns the kinematic space of Dg;,,, and the visual space
of Dpum with the target robot setup. Specifically, Dy;,,, uses robot URDFs identical to the real
robot, aligning the action parameterization and kinematic constraints so that learned action priors are
more readily transferable. Similarly, Dy, captures images using the same camera model from an
ego-centric viewpoint approximately aligned with the robot’s head-mounted camera, encouraging
transfer of scene-level visual features. Furthermore, to capture task-relevant manipulation priors,
we collect data for an identical set of tasks across all three sources. Please refer to Appendix C for
additional details on data collection and processing.

3.3 Modular Policy Architecture

Our model architecture is constructed upon the DiT policy [80] where image observations are en-
coded by the vision encoder and the proprioceptive state is projected via a shallow MLP. The ob-
servation tokens and the noise token serve as input to an encoder-decoder transformer, which gen-
erates the denoising output. To effectively learn from both simulation and human data and extract
transferable priors, we incorporate several modular components into the architecture. The overall
architecture of our model is illustrated in Figure 2(a).

Modular Action Encoder and Decoder. We utilize the human encoder to project human hand
poses into latent tokens, and the corresponding decoder to translate the predicted latent actions
back into the human pose space. Similarly, we employ a robot-specific encoder and decoder to
process robot proprioceptive states and control actions from simulation data in the same manner.



This design encourages the backbone to absorb shared task-level manipulation semantics in a unified
latent space, while keeping embodiment-specific kinematic details inside the encoder and decoder.

Domain-specific Vision Adaptors. For both simulation and human visual observations, we first em-
ploy a shared vision encoder to extract the initial visual tokens. Subsequently, we process the simu-
lation tokens via a Simulation Adaptor and the human tokens via a Real-world Adaptor, respectively.
Structurally, both adaptors are designed as two-layer MLPs, following common practice for project-
ing pre-trained visual features into policy-specific latent spaces. This design routes each source
through its own adaptor while sharing a common visual representation in the vision encoder, en-
couraging the specialization of domain-invariant features in the vision encoder and domain-specific
features in the adaptors.

3.4 Two-Stage Training Paradigm

Sim-and-Human Pre-training. In this stage, we aim to simultaneously extract the robot kinematic
prior from Dy;,,, and the real-world visual prior from Dy, into our modular policy my. We conduct
joint training on both datasets, optimizing 7y via the standard noise-prediction loss £(6; D) used in
diffusion models, and combining the two sources through a weighted objective:

ACtotal = (1 - CY) : E(@, Dsim) +a- £(97 Dhum) (1)

where a € [0, 1] is the co-training ratio balancing the relative weight of simulation and human data.
Following [37], we implement « by controlling the data distribution within each mini-batch: for a
batch size of B, we sample « - B transitions from Dy, and (1 — «) - B from Dy, ensuring the
effective gradient updates match the weighted objective.

Real-robot Fine-tuning. To adapt the pre-trained policy to the target robot, we reassemble its
architecture as depicted in Figure 2(b). We retain four modules: the Real-world Adaptor (from the
human stream, providing the real-world visual prior), the Robot Action Encoder/Decoder (from the
simulation stream, providing the robot-aligned kinematic prior), the shared Vision Encoder, and the
DiT Backbone; the Simulation Adaptor and the Human Action Encoder/Decoder are discarded since
their data sources are absent at fine-tuning time. The reassembled policy is then jointly fine-tuned
end-to-end on a small real-robot dataset under the single learning rate listed in Appendix D, yielding
a data-efficient policy that leverages the complementary strengths of both pre-training sources.

4 Experiments

4.1 Experiment Setup

Tasks. We evaluate on four bimanual tabletop tasks that together stress different skills: Stack Bowls
Two tests sequential object interaction through fetching two bowls from separate locations and stack-
ing them; Click Bell tests fine-grained precision by positioning a gripper tip onto a small service-bell
button; Put Bread Cabinet tests composite long-horizon planning by grasping bread with one arm
while the other opens a drawer; and Grab Roller tests synchronized bimanual coordination by lifting
a long roller horizontally with both grippers.

Data Collection. Following [37], we decompose each dataset along five composition factors—
target object (F,p;), visual distractors (Fg;s¢), lighting (F155¢), background (Fg), and initial pose
(Finit)—that jointly parameterize the training distribution and guide both data collection and evalu-
ation. For simulation, we use RoboTwin2.0 [19] with its default domain randomization to generate
500 kinematically feasible trajectories per task. For human data, we collect 500 demonstrations
per task across 12 scenarios, so that the model inherits a real-world visual prior from these environ-
ments. For real-robot data, we deliberately constrain each task to 80 episodes—50 in a canonical
base scene plus 30 across three complex scenes (10 each)—on which all methods are subsequently
fine-tuned for a fair comparison. Notably, although the simulation and human datasets are 6 x larger
than the real-robot set, both pipelines collect at 5x real-robot throughput (per-task breakdown in
Appendix C.4), making the total collection effort comparable across all three sources.
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Figure 3: SimHum achieves the best ID/OOD performance. We report per-task and average
success rates under ID and OOD settings. More detailed results in Appendix F.1.

Evaluation Protocol. We report Success Rate (SR) and Progress Rate (PR), measuring final task
completion and the completion percentage of sub-goals respectively. Each policy is evaluated under
two settings. The in-distribution (ID) setting comprises one canonical base scenario (clean back-
ground, stable lighting) and three complex scenarios with diverse textures, moderate distractors,
and dynamic lighting—10 randomized trials per scenario, 40 trials in total. The out-of-distribution
(OOD) setting features two extreme-complex scenarios assembled from held-out backgrounds, dis-
tractors, object instances, and lighting that never appeared in the human or real-robot datasets used
for pre-training and fine-tuning, with 10 trials each (20 trials total). These factors also lie outside the
simulation randomization, which we discuss in Appendix C.2. Each configuration is a single trained
policy, and £ denotes the standard error over its evaluation trials (trial counts per experiment and a
second-seed check in Appendix B.4).

Baselines. We compare SimHum—our full method pre-trained on both simulation and human
data—against three configurations that isolate each prior. Real only is trained from scratch on
the real-robot dataset and serves as the no-pre-training reference. HumReal pre-trains on human
demonstrations alone, so its robot action encoder/decoder receives no pre-training signal and starts
fine-tuning from random initialization, isolating the contribution of the real-world visual prior. Sim-
Real pre-trains on simulation data alone and fine-tunes with its simulation-pre-trained robot action
encoder/decoder and its Simulation Adaptor in place of the Real-world Adaptor, isolating the con-
tribution of the robot kinematic prior. All four variants share the same architecture, training hy-
perparameters, and fine-tuning real-robot data, so performance differences are attributable to the
pre-training source mixture, which determines both what the shared modules learn and which mod-
ules arrive pre-trained at fine-tuning.

Per-task scene configurations, factor definitions, evaluation scene layouts, and training hyperparam-
eters are deferred to Appendix B-D.

4.2 Effectiveness of Sim-and-Human Co-training

SimHum enables robust policy generalization in novel scenes. We evaluate all methods on four
real-world bimanual tasks under ID and OOD settings (Figure 3), from which we draw three con-
clusions. First, Real only policies perform reasonably under ID but degrade sharply under OOD,
suggesting sensitivity to scene changes under limited real-data fine-tuning. Second, single-source
pre-training (SimReal and HumReal) brings only bounded improvements, because each is bottle-
necked by a single domain gap—visual for simulation, embodiment for human data—which the
limited real-robot data cannot fully close. Finally, SimHum extracts complementary priors from
both sources and consistently outperforms all baselines across tasks. Most notably under OOD,
it surpasses the strongest single-source baseline by 35.0% and the Real only policy by 53.7% in
absolute average SR, demonstrating robust generalization to held-out novel scenes.

4.3 Decoupling the Effects of Simulation and Human data

Human data improves visual OOD generalization. To isolate the contribution of human data, we
conduct a leave-one-factor-out ablation over {]—'obj, Fog, Flight Fuaist ++ for each factor, we remove
its diversity from the human dataset and evaluate the resulting policy on an OOD scenario that
specifically probes that factor. Appendix E.1 illustrates the construction using the background factor
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Figure 4: Simulation and human data play distinct roles. (a) Leave-one-factor-out ablation on
human data, where each policy is evaluated on the OOD scenario probing the removed factor. Re-
moving any factor lowers OOD SR, most for background. (b) Per-position PR on a 4 x 4 grid in
an OOD scene. Human and real-robot demonstrations cover only the inner 3 x 3 cells (outlined in
black), whereas simulation samples positions continuously over a broader range. HumReal degrades
most at the unseen outer cells.
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Figure 5: (a) Matched collection-time budgets. Under 2/4/8 h budgets, SimHum splits time be-
tween real-robot teleoperation and human collection, and simulation is generated in parallel without
being charged against any budget. SimHum outperforms Real only at every budget and both single-
source baselines at 8h. (b) Scaling real-robot demonstrations. With sim+human pre-training,
SimHum consistently outperforms Real only across all real-robot data scales (8 to 160 demos),
demonstrating the value of pre-training. (c) Scaling pre-training sources. With fixed real-robot
data, increasing either pre-training source consistently improves SimHum. All experiments are con-
ducted on Stack Bowls Two under OOD; shading denotes standard error.

as a representative example. As shown in Figure 4(a), removing any single factor decreases the
OOD success rate, and removing background diversity has the largest effect, lowering SR from
80.0% to 20.0%, consistent with its role as the dominant visual perturbation in robot observations.
This consistent pattern across all four factors suggests that the diversity in human data equips the
model with a visual prior that transfers to real-world scenes.

Simulation data enhances policy robustness to novel object positions. We fine-tuned SimHum
and HumReal on 80 real-robot episodes, with initial object positions in both the real-robot and hu-
man demonstrations confined to a fixed 3 x 3 grid. Simulation, in contrast, samples object positions
continuously over a broader range. For evaluation, objects were positioned across an expanded 4 x 4
grid within an OOD scenario, and we report the average Progress Rate (PR) per grid location ag-
gregated over 10 trials. Figure 4(b) shows that HumReal is competent within seen positions (60.7%
PR on average) but struggles with spatial generalization, suffering a —36.9% decay in absolute PR
in unseen regions. In contrast, SimHum leverages diverse robot action trajectories from simulation
and improves seen-zone performance by +23% while extending generalization to unseen areas by
+36.7% over HumReal in absolute PR. This supports the interpretation that simulation’s broad
coverage of object positions provides kinematic priors that transfer to novel positions.

4.4 Data Efficiency and Performance Scalability

To probe data efficiency and scaling under a controlled setting, we conduct three studies on Stack
Bowls Two under OOD, sweeping different axes of the data composition (Figure 5).

SimHum achieves better data efficiency under limited collection budgets. Across 2/4/8 h total
budgets, SimHum splits time evenly between real-robot teleoperation and human collection, with



simulation generated in parallel and not charged against any method’s budget (Figure 5(a); config-
urations in Appendix E.3). SimHum outperforms Real only at every budget, by up to 45.0% in
absolute SR at 8 h. At 8h it also surpasses SimReal by 35.0% and HumReal by 50.0% in absolute
SR, suggesting that combining the two sources yields gains beyond either source on its own.

Policy performance scales with real-robot dataset size. To probe how OOD performance scales
with the size of the real-robot fine-tuning set, we vary the number of demonstrations from 8 to 160
(Figure 5(b)). SimHum outperforms Real only at every scale. With only 8 demos, SimHum already
reaches the level of Real only trained on 160 demos in both PR and SR, with the full SR results
reported in Appendix F.2. This indicates that pre-training on simulation and human data yields
priors useful for OOD generalization and reduces reliance on real-robot data.

Policy performance scales with pre-training data. To isolate the contribution of each pre-training
source, we adopt a controlled protocol: hold one source fixed at 500 episodes while sweeping the
other from 0 to 500 (Figure 5(c)). Either axis—simulation or human—ryields consistent gains in PR,
suggesting that the two priors contribute independently. Moreover, the curves are still rising at 500
episodes, suggesting that continued scaling of either source has yet to saturate and may yield further
gains with more data.

4.5 Ablation Study on SimHum

Impact of SimHum Components. In Table 1, Table I: Ablations on SimHum. All experi-

we report OOD SR for four ablations on Stack Ments are conducted on Stack Bowls Two un-
Bowls Two and find that every component is der OOD. Removing any component or the hand-

. . .. ose supervision lowers SR.
necessary. First, removing both vision adap- P P

tors causes the largest drop, lowering SR to Method SR 1
40.0%, indicating that domain-specific routing SimHum w/o vision adaptors 40.0 +11.0
separates simulation and human visual features. SimHum w/o real-world adaptor 55.0+£11.1
Second, using the Simulation Adaptor instead of ~ SimHum w/o relative action 45.0£11.1
the Real-world Adaptor during fine-tuning low- ~ SimHum w/ visual-only human loss = 40.0 £ 11.0
SimHum (Ours) 75.0 + 9.7

ers SR to 55.0%, indicating that the Real-world
Adaptor preserves the real-world visual prior.
Third, using absolute rather than relative actions
lowers SR to 45.0%, indicating that relative actions help unify heterogeneous coordinate systems.
Finally, replacing the hand-pose prediction loss on human data with an R3M-style visual-only ob-
jective [81] lowers SR to 40.0%. This indicates that task-relevant hand-pose supervision is more
helpful than visual-only supervision for learning a transferable real-world visual prior. Our repre-
sentation visualization (Figure 7) is consistent with this point.
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OOD degrades far more sharply than ID because the dominance of simulation data weakens the vi-
sual prior from human data, leaving the policy unable to generalize to novel scenes; ID performance
is less affected since real-robot fine-tuning provides direct supervision on ID scenes.
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from all three sources, including the unseen dered by task progress.

real-robot frames, are ordered by task progress. This suggests that the shared representation cap-
tures task progress rather than scene appearance alone, which may explain why the visual prior from
human data transfers to unseen real-robot scenes.

5 Conclusion

In this work, we present SimHum, a co-training recipe for data-efficient bimanual manipulation
that leverages the complementary strengths of simulation and human demonstrations. SimHum uses
simulation to provide robot-aligned kinematic priors and human data to provide real-world visual
priors, then adapts these priors with a small real-robot dataset. Across four bimanual tabletop tasks,
SimHum achieves strong OOD generalization: with only 80 real-robot episodes per task, it attains
a 62.5% OOD success rate, 53.7% higher than Real only in absolute success rate. Moreover, in
a controlled data-collection study with matched collection time, SimHum improves over the best
single-source pre-training baseline by 35.0% in absolute success rate, suggesting that co-training
on simulation and human data can further reduce real-robot data requirements beyond single-source
pre-training.

Limitations and Future Work. We highlight four directions. First, our evaluation focuses on
real-world bimanual tabletop manipulation and does not cover the full failure space of manipula-
tion in the wild; broader studies across dexterous in-hand manipulation, long-horizon multi-stage
tasks, and humanoid or mobile manipulators are needed to characterize where the recipe trans-
fers. Second, our current setup focuses on task-aligned policy learning where simulation, human,
and real-robot data share the same task set. Applying the Sim-and-Human recipe to large-scale
foundation-policy pre-training, such as a Vision-Language-Action backbone, would involve multi-
task, language-conditioned training at a much larger scale, which we leave to future work. Third,
our human data is task-aligned and self-collected, captured from tripod-mounted views aligned with
the robot’s head camera. Scaling SimHum to unconstrained egocentric data such as Ego4D [71]
or EgoExo4D [83] remains open. Finally, the remaining ID/OOD reliability gap is concentrated
at the execution layer—bimanual coordination and precise contact timing—rather than perception,
motivating closed-loop contact feedback and residual reinforcement learning on top of SimHum’s
priors as natural next steps.
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Appendix

A Appendix Overview

This appendix is organized as follows:

» Tasks, Metrics, and Evaluation Protocol (Appendix B): defines the four manipula-
tion tasks with milestone-based scoring, the SR/PR metrics, the in-distribution / out-of-
distribution evaluation protocol, and the trial and seed counts.

» Data Collection (Appendix C): hardware systems and operator setups, environmental pro-
tocols and scenarios, action representation and processing, and per-source throughput.

* Implementation Details and Hyperparameters (Appendix D): visual encoder, diffusion
policy backbone, training hyperparameters, and training scope.

* Protocols for Decoupling and Scaling Experiments (Appendix E): protocols for the
human-data factor ablation, position generalization analysis, and time-budget scaling con-
figurations.

» Additional Results (Appendix F): full per-task SR and PR, success rates for scaling real-
robot demonstrations, additional comparisons, and cross-source behavior mismatch.

B Tasks, Metrics, and Evaluation Protocol

This appendix groups the task setup used throughout our experiments: task definitions and
milestone-based scoring (§B.1), success and progress metrics (§B.2), and the in-distribution / out-
of-distribution evaluation protocol (§B.3).

B.1 Task Definitions and Scoring Criteria

We evaluate SimHum on four bimanual tabletop tasks: Stack Bowls Two, Click Bell, Put Bread
Cabinet, and Grab Roller. Figure 8 visualizes the task stages and milestone scores. The milestone
scoring lets us report both binary task success and partial progress, separating complete failures
from executions that finish only early sub-goals. Detailed task descriptions and scoring criteria are
listed below:

Stack Bowls Two (Max Score: 3). This task requires precise dual-arm coordination to stack two
bowls initially placed apart. The scoring reflects the cumulative success of independent arm actions
and their coordination.

* 0: No meaningful interaction with either bowl, or failure to grasp.

* 1: Successfully grasping the left bowl with the left arm.

e 2: Successfully grasping both bowls (one in each hand).

* 3: Precisely stacking one bowl into the other without dropping either.
Click Bell (Max Score: 2). This task assesses the agent’s fine motor control and precision in
actuating a small target.

* 0: Failure to reach the target area.

* 1: Moving the end-effector to directly above the bell.

* 2: Applying downward force to depress the button and produce a ringing sound.

Put Bread Cabinet (Max Score: 3). This is a long-horizon task involving articulated object ma-
nipulation and multi-stage planning.
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(a) Stack Bowls Two (Max. Score: 3)

Figure 8: Task Definitions and Scoring. Visual breakdown of the four manipula-
tion tasks (Stack Bowls Two, Click Bell, Put Bread Cabinet, Grab Roller) and their
respective success/progress criteria.

¢ 0: Failure to grasp the bread object from the table.

* 1: Successfully grasping the bread object.

e 2: Successfully pulling the cabinet door open.

* 3: Placing the bread inside the cabinet and releasing it.
Grab Roller (Max Score: 2). This task evaluates bimanual synchronization and grasp stability on
cylindrical objects.

* 0: Failure to establish a stable grasp on the roller.

* 1: Successfully establishing a grasp on the roller stick with both grippers.

* 2: Lifting the roller to the target height with both arms while maintaining grasp without the
object falling.

B.2 Evaluation Metrics

To measure both the final task completion and the quality of partial execution, we employ the fol-
lowing metrics. The specific milestone definitions and maximum scores (.S;,,) for each task are
detailed in Appendix B.1.

Success Rate (SR). SR measures the percentage of trials where the policy achieves the maximum
possible score (i.e., complete task success). It is calculated as:

N
1
SR= ;H(Si = Spaz) X 100% 2)

where N is the total number of evaluation trials, .S; represents the score achieved in the i-th trial,
Smaz 18 the maximum score defined for the task, and I(+) is the indicator function.
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(a) In-Distribution (ID) (b) Out-of-Distribution (00D)
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Figure 9: Evaluation Settings. (a) In-Distribution (ID) scenarios comprising a standard Base
environment and Complex environments seen during training. (b) Out-of-Distribution (OOD) sce-
narios labeled as Extreme Complex, constructed using strictly held-out environmental factors (e.g.,
unseen lighting, novel textures). (c) Evaluation Objects across tasks, where yellow bounding boxes
indicate specific held-out instances (OOD Objects) introduced to test generalization to OOD scenes.

Progress Rate (PR). PR measures the average fraction of task milestones completed across trials,
distinguishing complete failures from partial executions. It is defined as the ratio of accumulated
score to maximum possible score:

NS

PR =
N x Smaz

x 100% 3)

A higher PR indicates a larger fraction of completed milestones even without final success.

B.3 Evaluation Settings

We classify the evaluation scenarios into In-Distribution (ID) and Out-of-Distribution (OOD) set-
tings based on the environmental factors defined in Section 4.1. Visual examples of these settings
are provided in Figure 9. For each evaluation trial, objects are randomly initialized within the spatial
ranges defined in Figure 11, using the same placement ranges as data collection.

In-Distribution (ID). This setting evaluates the policy’s performance in environments seen during
the real-robot fine-tuning phase. As illustrated in Figure 9(a), it consists of two categories:

* Base Scenario (1 scenario): A standard environment characterized by a clean white back-
ground and stable, neutral lighting conditions, serving as the baseline for robot operation.

* Complex Scenarios (3 scenarios): These scenarios introduce domain variations encoun-
tered during training. They feature backgrounds with diverse textures, a moderate number
of distractor objects, and dynamic interference such as flashing blue lights.

Regarding the objects, the target items manipulated in the ID setting correspond strictly to the object
instances seen during training, as depicted in the left panel of Figure 9(c). All four ID scenarios
are included in the real-robot fine-tuning dataset. For each task, we conduct 10 evaluation trials per
scenario, resulting in a total of 40 trials. We report the aggregated average SR and PR across these
40 trials.
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Out-of-Distribution (OOD). To test OOD generalization, we construct two novel scenarios labeled
as “Extreme Complex” (Figure 9(b)). In contrast to the ID settings, these scenarios are constructed
from held-out environmental factors that do not appear in the human or real-robot training datasets.
Specifically, we introduce novel background textures (featuring irregular wrinkles to increase com-
plexity), unseen distractor objects arranged in higher density to create heavy clutter, and held-out
task object instances (as highlighted in Figure 9(c)). We perform 10 evaluation trials for each of the
two OOD scenarios, totaling 20 trials, and report the average SR and PR.

B.4 Trials and Seeds

Table 2: Component ablation over
40 OOD trials. Stack Bowls Two,
same policies as Table 1.

All experiments follow the evaluation protocol in Sec-
tion 4.1, with 40 ID trials and 20 OOD trials from one
trained policy per configuration, and the “Average” entries
in Figure 3 and Table 5 pool the four per-task policies. Method SRt
Two additional checks confirm that the conclusions are not  SimHum w/o vision adaptors ~ 32.5+7.4
driven by trial or seed noise. First, we evaluated each of the =~ SimHum w/o real-world adaptor 57.5£73
three component ablations in Table 1 for another 20 OOD gﬁgﬂ;vzgﬁg tive action gégizz
trials, and the results over all 40 trials (Table 2) preserve the

original ordering. Second, retraining SimHum on Stack Bowls Two with a different random seed
gives 80.0+8.9 OOD SR, compared with 75.0£9.7 for the seed reported in Table 1.

C Data Collection

This appendix details the three-source data-collection pipeline complementing Section 3.2: hard-
ware systems and operator setups (§C.1), environmental protocols and scenarios (§C.2), action rep-
resentation and processing (§C.3), and per-source throughput (§C.4).

C.1 Data Collection Systems

We utilize three distinct pipelines to acquire manipulation data, implementing a protocol that aligns
the kinematic space of Dg;,,, and the visual space of Dy,,,,, with the target robot to reduce avoidable
kinematic and visual mismatch, as illustrated in Figure 10:

e Simulation Data Generation: We use RoboTwin2.0 [19] to generate simulation robot
trajectories. We instantiate robot assets that share identical kinematics with the physical
hardware and execute tasks aligned with real-world specifications, yielding kinematically
feasible trajectories that provide robot-aligned action priors.

* Real-Robot Data Collection: For physical robot demonstrations, we utilize the COBOT
Magic platform. Data is collected using a leader-follower teleoperation setup, where the
operator controls the leader arms to drive the follower arms.

* Human Data Collection (Right Panel): To capture diverse human demonstrations, we
designed a cost-effective (< $500) system aligned with the robot’s observation space. We
mount an RGB camera (identical to the robot’s head-mounted sensor) and a Meta Quest 3
device together on a single stationary tripod, positioned at a height approximately aligned
with the robot’s head camera to preserve an ego-centric viewpoint. The camera captures
visual observations while the Meta Quest 3 captures human hand poses via its built-in mark-
erless tracker. A recording pedal provides start/stop control, reducing hand-held capture fa-
tigue and camera jitter while preserving the first-person perspective; viewpoint and height
are matched to the robot’s by visual inspection, without precise calibration. Prior robotic
characterization reports ~1.7 cm positional error and ~1.1 cm jitter for the Quest 3 [84];
because the Human Action Encoder/Decoder are discarded during real-robot fine-tuning
(Section 3.4), this tracking noise affects only the human action stream during pre-training
and has limited direct impact on the fine-tuned real-robot policy.

19



Robot Camera

[ RoboTwin-0D Assets ]

I

[ Robot Parameters ]

F______l______V

Grasp Pose ‘ Motion }

Generation Planning

1 |

Domain Randomization

]

[ )
[ )

I

Trajectory Collection

RoboTwin 2.0 VR interface + stationary camera
\ J . \ J

Identical
Kinematics

L Robot Action )
L Real-world Observation —————— |
J

! Same Task

Figure 10: Overview of Data Collection Systems. (Left) Automated simulation data generation
based on RoboTwin2.0 [19]; (Middle) real-robot teleoperation on COBOT Magic with a leader-
follower system; (Right) human data collection with a VR interface and a stationary camera. Simu-
lation shares identical kinematics with the real robot, and human data shares an identical camera, so
all three sources cover the same tasks with complementary priors.

C.2 Environmental Protocols and Scenarios

To evaluate robustness, we strictly define the environmental factors for each domain.
The object instances (F,p;) are visualized in Figure 12, and F———:‘ §_,_
valid spatial initialization ranges (F;y;¢) are shown in Fig- o | s” €

ure 11. We construct distinct scenarios by varying visual dis- U‘ 5 ‘ @J
tractors (Fg;s¢), illumination (Fi4n¢), and background (Fpg).

For Fi;gn:, dynamic lighting is produced by a 40 W photog- F __i .
raphy flash lamp that strobes continuously throughout every |

rollout, independent of policy inference. Simulation Scenar- D‘ :
ios: we employ the built-in Domain Randomization engine
of RoboTwin to randomize textures, lighting, and distractors Figure 11: Object Initialization
(Figure 13(a)). Human Scenarios: to capture diverse real- Ranges. Bounding boxes (in cm)
world visual distributions, we curated 12 distinct scenarios show the spatial coverage for object
by permuting environmental factors (Figure 13(b)), encom- Placement (Fin) across the four
passing combinations of 4 tablecloth textures, 6 lighting con-  tasks-

ditions, and 16 distinct visual distractors to introduce realistic occlusion and clutter. Real-Robot
Scenarios: to emulate a realistic data-scarce fine-tuning regime given the prohibitive cost of physi-
cal collection, we limited the design to 4 representative scenarios (1 base + 3 complex; Figure 13(c))
using combinations of 3 tablecloths, 3 lighting conditions, and 12 visual distractors.

v L J

OOD factors and simulation randomization. The OOD scenarios in Section 4.1 hold out back-
grounds, distractors, object instances, and lighting from the human and real-robot datasets. Simu-
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Figure 12: Objects used in data collection. Visualization of the specific object instances (Fop;)
utilized across different tasks. (a) Synthetic assets from the simulation dataset. (b) Real-world
objects from the human dataset. (c) Real-world objects from the real-robot dataset.

lation applies domain randomization, so we verify that these factors are also outside its coverage.
The OOD objects are physical instances distinct from the synthetic assets (Figure 12(a)). The OOD
backgrounds share colors with the randomized textures but add irregular wrinkles that the renderer
does not produce. The OOD distractors are fruits and plush toys, whereas the simulation distrac-
tors are rigid manipulation assets. The OOD lighting strobes within an episode, whereas RoboTwin
only randomizes light color and intensity across episodes. The initial-pose factor is the exception:
simulation samples positions over a broader range than the fixed grid used for human and real-robot
collection, which is the point of Section 4.3.

C.3 Action Space and Data Processing

We apply a standardized pipeline to align action representations across the three data sources, for-
mulating all actions as relative trajectories [85].

Action representation. For robot and simulation data, we record a 16-dimensional vector (a € R16)
comprising the 14-dimensional end-effector pose (position and quaternion) and binary gripper states.
For human data, we record per hand a 7-DoF wrist pose (3D position and unit quaternion in the
Meta Quest 3 world frame) plus the 3D offsets of five fingertips relative to the wrist position—
22-dimensional per hand, concatenated to a 44-dimensional vector for both hands (aff € R**).
Expressing fingertips as wrist-relative offsets keeps finger-shape information invariant to where the
operator’s wrist is located in the workspace. We do not apply any explicit human-to-robot retar-
geting: the human and robot action spaces stay separate at the input/output layer via the modular
encoders and decoders (Section 3.3), and the shared backbone learns the embodiment mapping im-
plicitly during pre-training.

Temporal alignment and pruning. Human demonstrations are captured at 30 Hz and treated as 10 Hz
sequences during training, effectively slowing the trajectory by 3x to compensate for the human-
robot execution-speed gap. We also prune static segments at the beginning and end of each trajectory
to remove operator-preparation idle periods.
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(a) Sampled Simulation Data scenarios

Figure 13: Visualization of Data Collection Scenarios. These diverse environments are con-
structed by systematically varying visual distractors (F ;s ), illumination (F;45¢), and background
(Fbg)- (a) Simulation environments leveraging extensive Domain Randomization to synthesize vi-
sual diversity. (b) Diverse human demonstration setups constructed by varying these environmental
factors. (c) Real-robot setups ranging from simple, clean base scenarios to complex environments
with significant clutter and lighting variations.

C.4 Data Collection Throughput

We compare demonstration collection speeds across the
300 — | Real Robot |

real-robot, human, and simulation pipelines; per-task B funan son) |

results are reported in Figure 14. Simulation through- S

put is measured with a single-threaded process on an o
NVIDIA RTX 4090 GPU. Human and real-robot mea-
surements are averaged over operators, while the “Av- T
erage” column in Figure 14 aggregates across tasks. \:.
On average, both simulation and human pipelines pro- Average
duce demonstrations roughly 5x faster than real-robot
teleoperation and aYoid realjrobot operation during Figure 14: Per-task collection through-
scalable data collection, making them useful sources put. Demonstrations per hour across the
for pre-training data. Generating the 500 simulation  four evaluation tasks; the “Average” col-
episodes used per task takes an estimated 3 GPU-hours  umn aggregates across tasks.

on a single RTX 4090 at the measured rate. Because simulation needs no operator and no robot, it
runs in parallel with real-robot and human collection, and the budget study in Section 4.4 does not
charge it against the collection budget of any method.

Demos per Hour

Eread
Cabinet

D Implementation Details and Hyperparameters

This appendix complements Section 3 with full implementation details: visual encoder architecture
(§D.1), diffusion policy backbone (§D.2), and training hyperparameters and scope (§D.3).
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Table 3: Optimization hyperparameters.

Hyperparameter Pre-train Fine-tune
Training Steps 200,000 60,000
Optimizer AdamW AdamW
Learning Rate 1x1074 5x 1075
Optimizer Betas (0.95, 0.999) (0.95, 0.999)
Weight Decay 1x10°6 1x10°6
LR Scheduler Cosine Decay  Cosine Decay
Warmup Steps 2000 2000

We implemented our framework using the PyTorch library and managed training configurations via
Hydra. Simulation data generation and policy training were run on a workstation equipped with 8
NVIDIA RTX 4090 GPUs.

D.1 Visual Encoder Architecture

To process visual observations, we employed a ResNet-18 backbone initialized with ImageNet-1K
pre-trained weights. We use independent visual encoders for each input camera view without weight
sharing. The extracted feature maps are flattened, concatenated, and projected into the transformer’s
embedding dimension.

D.2 Diffusion Policy Architecture

Our policy architecture employs a shared DiT Backbone consistent with [80]. The diffusion pro-
cess follows the Denoising Diffusion Probabilistic Models (DDPM)), utilizing a squared cosine beta
schedule with 100 diffusion steps during training, which is accelerated to 8 steps during inference.
To enable unified training on heterogeneous data, we introduce Source-dependent Modules designed
to capture the distinct characteristics of each domain. The implementation details of these modules
are as follows:

* Domain-specific Vision Adaptors: To process simulation and real-world inputs sepa-
rately, we employ separate vision adaptors. Both adaptors are two-layer MLPs with GELU
activations that project high-dimensional visual features into the latent space. Specifically,
we utilize a Real-world Adaptor to process the embeddings from human ego-centric videos
captured with a tripod-mounted RGB camera positioned to match the robot’s head-camera
viewpoint. In contrast, for the simulation domain, we instantiate independent Simulation
Adaptors for each camera view to handle the multi-view synthetic data.

* Modular Action Encoder: We utilize separate projection layers to align heterogeneous
kinematic spaces before they enter the shared backbone. Proprioceptive State Encoders
project the robot state (16-dim) and human state (44-dim, same as the human pose) to the
hidden dimension using a linear layer preceded by Dropout (p = 0.2) to mitigate overfit-
ting. Action Projectors encode the noisy action inputs during diffusion using a non-linear
MLP (Linear — GELU — Linear) to effectively map the distinct action manifolds of
human hands and robotic grippers into the shared latent space.

* Modular Action Decoder: The latent embeddings from the final backbone layer are pro-
jected into action space via separate heads. Specifically, distinct linear layers transform the
shared features into 16-dimensional robot action noise and 44-dimensional human action
noise, respectively.

D.3 Training Hyperparameters and Scope

Table 3 lists the optimization hyperparameters for Sim-and-Human pre-training and real-robot fine-
tuning. Both stages are performed per task: pre-training draws mini-batches jointly from Dg;,,
and Dy, at ratio « (Section 3.4); fine-tuning uses the corresponding 80-episode real-robot subset.
Remaining low-level configuration details (batch size, DiT backbone width/depth, prediction and
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Figure 15: Experiment Setup for Environmental Factor Ablation. We systematically isolate the
contribution of specific factors by curating training subsets that exclude data variations correspond-
ing to a target factor (e.g., removing all tablecloth data for F;,). We then evaluate the model in
targeted OOD scenarios that explicitly require robustness to the omitted factor, comparing perfor-
mance against the full human dataset.
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observation horizons, and the number of camera views per source) follow our reference DiT policy
implementation [80]; we will release code and exact configurations to reproduce the experiments.

E Protocols for Decoupling and Scaling Experiments

This appendix details the protocols underlying the decoupling analysis in Section 4.3 and the time-
budget scaling study in Section 4.4: human-data factor ablation (§E.1), position generalization
(§E.2), and data-collection budget configurations (§E.3).

E.1 Human Data Factor Ablation

We detail the experimental protocol used to quantify the specific contributions of human data to
visual generalization, as discussed in Section 4.3. To measure the effect of each data factor (F,
Faist> Flights Fobj), we use a “Leave-One-Factor-Out” ablation strategy. The core logic of this
experiment is illustrated in Figure 15. For each target factor, we construct a human-data subset that
keeps the base condition for that factor while retaining variation in the other factors.

For a target factor (e.g., Background JF,), we first remove all human demonstrations that exhibit
variations in that factor (e.g., excluding all trajectories collected on diverse tablecloths). The result-
ing training subset contains only the “base” condition for that specific factor (e.g., the default table
surface) while retaining diversity in all other factors. Subsequently, we evaluate the policy trained
on this restricted subset in unseen OOD scenarios that specifically feature the omitted factor. For
instance, in the F3, ablation, the model is evaluated on surfaces with novel textures (tablecloths) that
were absent from its training distribution. Under this controlled comparison, degradation relative to
the full-data baseline indicates sensitivity to missing visual diversity for that environmental factor.

E.2 Position Generalization Analysis

We outline the experimental protocol used to evaluate ey
the impact of simulation data on position generalization
along the initial-pose factor (F;,;¢). We first collected 80
real-robot demonstrations for the Stack Bowls Two task
within a pre-defined 3 x 3 spatial grid, utilizing the visual
setups consistent with Figure 13(c). For evaluation, we

Train data object ‘:I"' Test object initial
initial positions positions
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Figure 16: Position Generalization

Protocol. Discretized 4x4 grids for
Stack Bowls Two; training cells (Green)
form the inner 3 x 3, evaluation extends



Table 4: Data configurations for the Time Budget Scaling experiment. The table lists the specific
number of episodes collected by each method across different time budgets. The notations R, S, and
H denote Real-world robot data, Simulation data, and Human data, respectively.

Method 2h of data 4h of data 8h of data
Real only 40R 80R 160R
HumReal — — 80R+400H
SimReal — — 160R+400S

SimHum  19R+100S+100H 40R+200S+200H 80R+400S+400H

Table 5: Full per-task SR and PR results across methods. Mean =+ standard error.
Stack Bowls Two Click Bell Put Bread Cabinet Grab Roller Average
SR 1 PR 1 SR 1 PR SR 1 PR 1 SR 1 PRt SRt PR?
In-Distribution Setting

Realonly 52.5+79 742470 475479 650+80 27.5+71 483+80 325+74 50.0+s80 40.0+39 59.4+309
HumReal 57.5+78 80.0+60 550+79 625480 30.0+72 51.7+80 27.5+71 52.5+80 42.5+39 61.7+38
SimReal 65.0+75 86.7+50 55.0+79 73.8+70 35.0+75 55.0+80 350475 61.3+80 47.5+39 69.2+36
Ours 775+66 90.0+s50 70.0+72 83.8+60 65.0+75 783+70 57.5+78 76.3+70 67.5+37 82.1+32

Out-of-Distribution Setting

Realonly 15.0+80 483 +110 150480 350+110 5.0+49 233+90 0.0+00 20.0+90 8.8+32 31.7+s1
HumReal 30.0+102 583 +110 25.0+97 42.5+110 20.0+89 45.0+110 15.0+80 27.5+100 22.5+47 43.3+54
SimReal 40.0+110 60.0+110 40.0+110 52.5+110 20.0+89 41.7+110 10.0+67 40.0+110 27.5+50 48.5+55
Ours 75.0+97 83.3+80 60.0+t11.0 80.0+90 55.0+111 68.3+100 60.0 110 77.5+9.0 62.5+54 77.3+45

Method

introduce an OOD scene and expand the workspace to a

larger 4 x 4 grid. Since the Stack Bowls Two task neces-

sitates simultaneous manipulation in both left and right

workspaces, we establish two symmetric 4 X 4 initializa-

tion grids to govern the object placement. As illustrated

in Figure 16, green zones denote the training coverage,

while orange zones represent unseen positions. Evalua-

tion is conducted across the full 4 x 4 grid, effectively probing the policy’s performance on unseen
outer coordinates (Orange). We conduct 10 independent evaluation trials for each of the 16 paired
grid cells and report the average Progress Rate (PR).

E.3 Time Budget Scaling Configurations

We provide the detailed data configurations for the Time Budget Scaling experiment discussed in
Section 4.4. Table 4 lists the number of real-robot (R), simulation (S), and human (H) episodes as-
signed to each method under 2, 4, and 8 hour collection budgets. Simulation generation is automated
and runs in parallel with human or real-robot collection, so it is not charged against the budget for
any method. At 8h, SimHum therefore splits the budget evenly between real-robot teleoperation
(80R) and human collection (400H) with 400S generated in parallel, whereas SimReal spends the
full budget on real-robot teleoperation (160R) with the same 400S. The single-source baselines are
evaluated at the 8 h budget only.

F Additional Results

F.1 Full Main Results: Per-Task SR and PR
Table 5 reports the full per-task numbers complementing Figure 3, adding Progress Rate (PR) along-

side Success Rate (SR) under In-Distribution (ID) and Out-of-Distribution (OOD) settings. Values
are mean =+ standard error.
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F.2 Success Rates for Scaling Real-Robot Demonstrations

Section 4.4 studies how OOD performance scales with the number of real-robot demonstrations, and
Figure 5(b) plots Progress Rate. Figure 17 reports Success Rate for the same study on Stack Bowls
Two under OOD, with 20 trials per point. SimHum with 8 demos reaches the level of Real only with
160 demos in both metrics.

Scaling real-robot demonstrations

. 100
DN [~ S Table 6: Additional comparisons on Stack Bowls Two
b (OOD, 20 trials). All entries use the same 80 real-robot
e episodes for fine-tuning.
§ 40 4
5 ] e Method SR 1
A~ (m] L =
E o4 o 0.5 fine-tuned [9] 55.0+11.1

8 0 80 160 EgoMimic-style co-training [29] 45.0+11.1

Number of Real Demos Single-stage sim+human+real co-training 55.0 £ 11.1

Figure 17: Success Rate for scaling SimHum (Ours) 750497
real-robot demonstrations. Same set-
ting as Figure 5(b).

F.3 Additional Comparisons

Table 6 compares SimHum against three alternatives on Stack Bowls Two under OOD. Each is
fine-tuned on the same 80 real-robot episodes and evaluated with the same 20-trial protocol. First,
fine-tuning 7y 5 [9] on the same real-robot episodes matches SimHum in distribution (80.0% vs.
77.5% 1D SR), indicating that the fine-tuning budget is sufficient for this backbone, but reaches
55.0% under OOD against SimHum’s 75.0%. We attribute the OOD gap to the pre-training source.
Simulation and, in particular, our self-collected human data lie much closer to the target domain than
generic multi-embodiment pre-training, enabling extrapolation to the held-out factors that 7y 5’s
generic priors do not cover. Second, an EgoMimic-style baseline [29] that co-trains on human
and real-robot data without simulation reaches 45.0%. In its rollouts the policy fails to grasp at
some object positions, which we attribute to the position coverage that only simulation provides
(Section 4.3). Finally, mixing all three sources in a single stage at equal total compute, with real-
robot data oversampled to a 1:1 ratio, reaches 55.0% against 75.0% for the staged recipe. We
attribute this gap to interference between heterogeneous domain losses on the shared parameters,
whereas the staged recipe ends with target-only adaptation on the deployment domain.

F.4 Cross-Source Behavior Mismatch

Humans may perform a task differently from the robot, so human demonstrations can carry a be-
havior that the simulation and real-robot data do not. To probe whether such a mismatch hurts
co-training, we replaced half of the human dataset with 250 newly collected demonstrations that
grasp the bowl rim from four sides, a strategy absent from both the simulation and the real-robot
data. OOD SR moves from 75.0% to 65.0%, within the standard error, and the fine-tuned policy still
follows the grasp strategy of the real-robot demonstrations. This suggests that human data supplies
visual priors rather than behaviors to imitate, and real-robot fine-tuning sets the policy’s behavior.
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